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A psychoacoustic model of the voice source spectrum is proposed. The model is characterized by

four spectral slope parameters: the difference in amplitude between the first two harmonics (H1–H2),

the second and fourth harmonics (H2–H4), the fourth harmonic and the harmonic nearest 2 kHz in fre-

quency (H4–2 kHz), and the harmonic nearest 2 kHz and that nearest 5 kHz (2 kHz–5 kHz). As a step

toward model validation, experiments were conducted to establish the acoustic and perceptual inde-

pendence of these parameters. In experiment 1, the model was fit to a large number of voice sources.

Results showed that parameters are predictable from one another, but that these relationships are due

to overall spectral roll-off. Two additional experiments addressed the perceptual independence of the

source parameters. Listener sensitivity to H1–H2, H2–H4, and H4–2 kHz did not change as a function

of the slope of an adjacent component, suggesting that sensitivity to these components is robust.

Listener sensitivity to changes in spectral slope from 2 kHz to 5 kHz depended on complex interac-

tions between spectral slope, spectral noise levels, and H4–2 kHz. It is concluded that the four param-

eters represent non-redundant acoustic and perceptual aspects of voice quality.
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I. INTRODUCTION

In a recent paper, Kreiman et al. (2014) proposed a psy-

choacoustic model designed to capture the relationship

between the acoustic voice signal and overall perceived voice

quality.1 Such a model is an essential component of a theory

linking voice production to perception, so that when changes

in the vocal production system cause changes to the acoustic

signal, the acoustic changes can be used to predict the change

in voice quality. Such information could provide useful

insight into the evaluation and treatment of voice disorders,

and could lead to better understanding of speaker recognition.

For these predictive relationships to function as intended,

it would be helpful for each parameter modeling the voice

source to be independent of the others: the more independent

the parameters, the more unambiguously a single set of model

parameters can be associated with a given target voice quality.

This paper reports a series of experiments designed to estab-

lish the acoustic and perceptual relationships among parame-

ters in the proposed model of the voice source.

A. The voice quality model

The psychoacoustic model of voice quality described by

Kreiman et al. (2014) includes parameters to model the

harmonic source spectrum, the inharmonic (noise) source,

temporal source frequency (F0) and intensity characteristics,

and the vocal tract transfer function. The perceptual impor-

tance of F0 (perceived as pitch; e.g., Moore, 1973) and

amplitude (loudness; Stevens, 1936; see, e.g., Fastl and

Zwicker, 2007, for review) as vocal attributes is well known,

and listener sensitivity to changes in formant frequencies

and bandwidths has also been extensively studied (e.g.,

Flanagan, 1955, 1957a). In this paper, we therefore focus on

the shape of the harmonic voice source spectrum and its per-

ceptual interactions with the inharmonic (noise) part of the

complete voice source.

Our proposed source spectral model quantifies the spec-

trum with four parameters: the differences in dB between the

amplitudes of the first two harmonics (H1–H2), the second

and fourth harmonics (H2–H4), the fourth harmonic and the

harmonic nearest 2 kHz in frequency (H4–2 kHz), and the har-

monic nearest 2 kHz and that nearest 5 kHz (2 kHz–5 kHz).

Within each band, harmonic amplitudes are set to decrease

smoothly (Fig. 1). Thus, we assume that only the overall spec-

tral shape, and not its fine details, is perceptually important.

Moreover, the model implies that amplitudes of the lowest

four harmonics must be relatively accurate, while individual

harmonic amplitudes above H4 are much less relevant to per-

ceived voice quality.

These particular parameters were chosen based on a

principal component analysis of the spectra of 60 pathologic

and 10 normal voices (28 males, 42 females; Kreiman et al.,

a)Portions of this paper were presented at the 165th and 166th Meetings of
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2007), which indicated that H1–H2, the spectral slope in the

mid-frequencies (roughly 1–3 kHz), and high-frequency ex-

citation (harmonic and inharmonic) together accounted for

more than 88.5% of the variance in spectral shapes across

talkers. Consideration of correlations between these compo-

nents and other acoustic measures of spectral shape led to

selection of H1–H2 and H2–H4 to model the lower part of

the spectrum. Further examination of the source spectra indi-

cated that “elbows”—abrupt changes in spectral slope—of-

ten occurred around 2 kHz (Kreiman et al., 2011; Kreiman

and Gerratt, 2011). As a result, two high-frequency compo-

nent slopes, H4–2 kHz and 2 kHz–5 kHz, were included in

the model (Garellek et al., 2013b).2

Although the original set of source parameters was

derived from principal components analysis, which yields

orthogonal factors, the current set deviates sufficiently from

those results that quasi-independence cannot be assumed.

In addition, the extent of possible independence is con-

strained by the approximately �12 dB/octave decrease in

source spectral energy reported by Flanagan (1957b).

However, the extent to which naturally occurring spectral

roll-off deviates from this ideal pattern, and the perceptual

importance of any such deviations, is not currently known.

For these reasons, three experiments were undertaken to

assess acoustic and perceptual dependencies among model

parameters. In experiment 1, we fit the model to a large

number of empirically derived voice sources and examined

the extent to which each component could be predicted

acoustically from the others. Experiment 2 examined the

perceptual independence of the source parameters by deter-

mining the extent to which changes in slope in one fre-

quency range affected perceptibility of changes in another

range. Finally, in experiment 3, we examined the perceptual

dependence between spectral noise levels and harmonic

energy above 2 kHz.

II. EXPERIMENT 1: CROSS-SPEAKER VARIABILITY IN
SPECTRAL PROFILES

A. Method

Source spectra were measured for 144 voice samples

produced by 136 individuals (74 female, 62 male), using

analysis-by-synthesis (AbS) according to the method

described in Kreiman et al. (2010). The original voices were

one-second productions of /a/ recorded at 20 kHz using a

Br€uel and Kjær (Nærum, Denmark) 1/2 inch microphone.

The voices in this study ranged from normal to severely dis-

ordered in quality, and a wide range of diagnoses were repre-

sented, including reflux laryngitis, mass lesions, and

functional and neurogenic disorders.

In the first step of the AbS process, parameters describ-

ing the harmonic part of the voice source were estimated as

follows. First, a representative cycle from each voice sample

was inverse filtered (Javkin et al., 1987). Twenty identical

pulses were concatenated and the source spectrum was cal-

culated by FFT from this series. Segments were selected for

each of the four source parameters (H1–H2, H2–H4,

H4–2 kHz, and 2 kHz–5 kHz), and all harmonic amplitudes

within each range were adjusted so that the spectrum

decreased smoothly within each segment (Fig. 1). The spec-

trum of the inharmonic part of the source (the noise excita-

tion) was estimated using cepstral-domain analysis similar to

that described by de Krom (1993). Spectrally shaped noise

was synthesized by passing white noise through a 100-tap fi-

nite impulse response filter fitted to that noise spectrum. To

model F0 and amplitude contours, F0 was tracked pulse by

pulse on the time domain waveform. Formant frequencies

and bandwidths were estimated using autocorrelation linear

predictive coding analysis with a window of 25.6 ms.

The synthesizer’s sampling rate was fixed at 10 kHz. F0

and amplitude contours were applied by time and amplitude

FIG. 1. (Color online) Spectra of representative original and synthetic voices, with the associated source spectra. (A) Voice spectra before AbS. Note mis-

matches between natural and synthetic spectra. (B) The source spectrum before source model fitting. Note excursions of individual harmonics above and below

the line segments, indicating model parameters. (C) The voice spectrum after parameter adjustment. (D) The smoothed source spectrum after harmonic ampli-

tude adjustment. Note that variability in the amplitude of individual harmonics has been eliminated (see Kreiman et al., 2010, for details of this method).
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warping individual source pulses and then concatenating them

to form a complete source time series. Spectra remained con-

stant across all pulses. The spectral noise time series was then

added to the harmonic source, and the complete (harmon-

icþ inharmonic) synthesized source was filtered through the

vocal tract model. Finally, parameters were adjusted until the

synthetic copy matched the target natural voice stimulus spec-

trally and perceptually, as judged by the authors. Although in

theory ambiguity exists in this process (due to the fact that har-

monic amplitudes can be modified by adjustments to either

bandwidths or source characteristics), in practice, adjusting the

slope of a source parameter affected the amplitude of a range

of harmonics, while changes to bandwidths affected at most

1–2 harmonics, reducing ambiguity. Once the synthetic copy

matched the target voice spectrally and perceptually, the four

source spectral slope measures were recorded along with F0,

the noise-to harmonics ratio (NHR), and the spectral slope

from H1 to the highest harmonic (H1–5 kHz) as an estimate of

overall spectral roll-off.

B. Results and discussion

1. Ranges of values for each component slope

Means, standard deviations, and ranges for each source

spectral slope parameter are listed in Table I. For most voi-

ces, H1–H2 and H2–H4 values fell between 0 and 20 dB.

Only four voices had H1–H2 values below 0 dB, and only

one voice had a negative value for H2–H4. The higher-

frequency component slopes had slightly larger ranges, with

most values falling between 0 and 40 dB. No voices had a

negative H4–2 kHz slope, and only three voices had negative

slopes for 2 kHz–5 kHz.

2. Relationships among spectral slope components,
F0, speaker sex, NHR, and H1–5 kHz

Linear regression was used to model H1–H2, H2–H4,

H4–2 kHz, and 2 kHz–5 kHz, each as a function of the other

parameters. Two analyses were performed for each spectral

parameter: one including the other spectral components plus

overall slope (H1–5 kHz), NHR, F0, speaker sex, and the

interaction between F0 and speaker sex, and one including

only significant predictors from among the latter set of varia-

bles. The difference in variance accounted for in the two

analyses served as an estimate of the strength of the relation-

ship between the different spectral model components after

controlling for non-spectral parameters and overall spectral

roll-off (as estimated by H1–5 kHz).

Results are shown in Table II. H1–H2 was significantly

predicted by H2–H4, H4–2 kHz, 2 kHz–5 kHz, NHR, and

H1–5 kHz [F(8,135)¼ 30.99, p< 0.0001, adjusted R2¼ 0.63]:

higher H1–H2 (a steeper spectral slope) corresponded to

lower values of H2–H4, H4–2 kHz, and 2 kHz–5 kHz (all

p< 0.0001), higher overall slope (p< 0.0001), and NHR

(p< 0.05). The spectral slope components added 46% to the

variance predicted by the smaller model (which excluded

H2–H4, H4–2 kHz, and 2 kHz–5 kHz). H2–H4 was signifi-

cantly predicted by H1–H2, H4–2 kHz, 2 kHz–5 kHz, F0,

and overall slope [F(8,135)¼ 38.31, p< 0.0001, adjusted

R2¼ 0.68]. Consistent with the trading relationship just

described, higher values of H2–H4 were associated with

lower values of H1–H2, H4–2 kHz, and 2 kHz–5 kHz (all

p< 0.001), and higher values of overall slope (p< 0.0001)

and F0 (p< 0.05). The spectral slope components added 44%

to the variance predicted by the smaller model. H4–2 kHz was

predicted by H1–H2, H2–H4, 2 kHz–5 kHz, F0, and overall

slope [F(8,135)¼ 92.06, p< 0.0001, adjusted R2¼ 0.84],

with higher values of H4–2 kHz being associated with lower

values of H1–H2, H2–H4, and 2 kHz–5 kHz (all p< 0.001),

lower values of F0 (p< 0.05), and higher values of overall

slope (p< 0.0001). The spectral parameters added 45% to

the explained variance. Finally, 2 kHz–5 kHz was predicted

by H1–H2, H2–H4, 2 kHz–5 kHz, and overall slope [F(8,135)

¼ 118.50, p< 0.0001, adjusted R2¼ 0.87], with higher values

of H4–2 kHz being associated with lower values of H1–H2,

H2–H4, and 2 kHz–5 kHz (all p< 0.001), and higher values

of overall slope (p< 0.0001). The spectral parameters added

38% to the explained variance.

In summary, when overall spectral roll-off was con-

trolled by including H1–5 kHz as a covariate in regression

analyses, strong relationships among H1–H2, H2–H4,

H4–2 kHz, and 2 kHz–5 kHz were observed; when overall

spectral roll-off is not included in the regression analyses,

H1–H2, H2–H4, H4–2 kHz, and 2 kHz–5 kHz are not other-

wise individually predictable from each other (Garellek

et al., 2013b). In other words, dependencies among the spec-

tral model parameters are a function of overall spectral roll-

off: overall roll-off does not predict the value of any single

spectral slope parameter very well, but it does explain the

relationships among parameters, as indicated by the larger

R2 values in the first column of Table II. The value of each

model component tended to have an inverse relationship

with the slope of the adjacent segment(s), such that higher

values of one slope (e.g., H1–H2) usually implied lower val-

ues of an adjacent slope (e.g., H2–H4), again consistent with

the fact that the source spectrum rolls off with increasing

TABLE I. Means, standard deviations (SD), and ranges for the spectral

slope components in dB, separated by speaker sex.

Female voices Male voices

Mean (SD) Range Mean (SD) Range

H1–H2 8.93 (4.55) �2.0–21.6 6.13 (4.11) �0.7–21.5

H2–H4 11.57 (4.99) 2.0–29.2 8.93 (3.74) �5.1–19.9

H4–2 kHz 18.08 (6.66) 2.0–37.7 24.58 (6.58) 12.2–43.2

2 kHz–5 kHz 16.20 (9.20) �3.0–41.3 15.49 (8.23) �3.8–38.5

TABLE II. Variance predicted after controlling for non-model components.

Model

component

R2 for the

full model

R2 for the model including

only NHR, F0, sex�F0,

and H1–5 kHz Difference

H1–H2 0.63 0.17 0.46

H2–H4 0.68 0.24 0.44

H4–2 kHz 0.84 0.39 0.45

2 kHz–5 kHz 0.87 0.49 0.38
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frequency (Carr and Trill, 1964; N�ı Chasaide and Gobl,

1997): the more one component of the model increases or

decreases in slope, the more its neighbors must also change

to maintain the overall decrease in spectral energy with

increasing frequency.

III. EXPERIMENT 2: PERCEPTUAL INDEPENDENCE
OF PARAMETERS OF THE HARMONIC SOURCE
MODEL

The analyses in experiment 1 showed that components

of the model of the harmonic voice source were correlated

with adjacent components, but that the observed associations

could be explained largely by overall spectral roll-off.

Although as a result it may be possible to treat these parame-

ters as acoustically independent within the constraints

imposed by roll-off, this does not imply that components are

perceptually independent. Although listeners are approxi-

mately equally sensitive to changes in the different spectral

slope parameters (Kreiman et al., 2014), the shape of the sur-

rounding spectrum may foreground a given segment percep-

tually, increasing listeners’ ability to discriminate changes in

that parameter, so that sensitivity to a segment may depend

on the shape of the surrounding spectrum. The following

experiment examined this possibility.

A. Method

1. Stimuli

A synthetic copy of a 1 s sample of a normal-sounding

female voice was created using the UCLA voice synthesizer

(Kreiman et al., 2010). For the original voice, H1–H2

equaled 7 dB, H2–H4 equaled 7 dB, H4–2 kHz equaled

15 dB, and 2 kHz–5 kHz equaled 7 dB. F0 equaled 200 Hz

and the NHR equaled �29.7 dB.

Based on this synthetic sample, 12 blocks of stimuli

were synthesized (Table III). Each block consisted of 30

stimuli varying on a single spectral slope parameter (e.g.,

H1–H2) with the slope of the adjacent component(s) (e.g.,

H2–H4) set at a fixed high or low value. The values for the

adjacent components H1–H2, H2–H4, and H4–2 kHz were

determined by adding or subtracting 1.5 times the just-no-

ticeable-difference (JND) of that slope, as estimated in previ-

ous research (4.1 dB for H1–H2; 3.0 dB for H2–H4; 3.9 dB

for H4–2 kHz; 11.5 dB for 2 kHz–5 kHz; Garellek et al.,
2013b). In the case of 2 kHz–5 kHz, the high value resulting

from this formula exceeded the range observed for female

voices (7 dB – 1.5 times a JND of 11.5 dB; Table I). As a

result, values were chosen that were more consistent with

the ranges shown in Table I.

2. Participants and task

All experimental procedures were approved by the

UCLA Institutional Review Board. Thirty-three listeners

[UCLA students and staff; 23 female, mean age¼ 22 yr,

standard deviation (SD)¼ 3.0] participated in the task. All

reported normal hearing. They were compensated for their

time.

Experiment 2 consisted of 12 blocks of stimuli (Table

IV), as described above. An additional block was included to

serve as pilot data for another study, and was discarded with-

out analysis. Thirty-two listeners completed 6 of the 12

blocks (selected at random), and 1 listener completed only 3

blocks. In total, each block was judged by 15 listeners, and

no listener heard the same block more than once.

Listeners were seated in a double-walled sound booth

and heard the stimuli over Etymotic ER-1 insert earphones

(Etymotic Research, Inc., Elk Grove Village, IL). On a given

trial, listeners heard two stimuli separated by 250 ms of

silence, and were asked to judge whether the two were the

same or different. The first stimulus was always the first in

the series (i.e., with the lowest slope value). The second

stimulus differed only in the slope component being

assessed; the initial value in a run differed from the first

stimulus by seven steps. Listeners were able to play the two

stimuli once in each order (AB and BA) before making their

decisions. If the listener correctly distinguished the stimuli

in two successive trials, then the difference between the

stimuli was decreased by 0.5 dB (or 1.0 dB for stimuli where

2 kHz–5 kHz was varied). If the listener did not perceive the

TABLE III. Spectral slope components and their range of values for the

stimuli in experiment 2.

Spectral slope

component

varying

Range of slopes

for the varying

component (dB)

Step

size

(dB)

Altered

adjacent

slope

Value of altered

adjacent

slope

H1–H2 4.0–18.5 0.5 H2–H4 11.5

2.5

H2–H4 2.5–17 0.5 H1–H2 13.0

1.0

H4–2 kHz 21.0

9.0

H4–2 kHz 10.0–24.5 0.5 H2–H4 11.5

2.5

2 kHz–5 kHz 36.0

0.0

2 kHz–5 kHz 5.0–34 1.0 H4–2 kHz 21.0

9.0

TABLE IV. Summary results for experiment 2. The only significant effect

was the increase in JND for 2 kHz–5 kHz when H4–2 kHz was steep (21 dB)

vs flat (9 dB).

Target spectral

slope

component

Altered

adjacent

component

Adjacent

slope

(dB)

JND mean (SD)

for target

slope (dB)

H1–H2 H2–H4 11.5 5.71 (2.16)

2.5 6.73 (2.72)

H2–H4 H1–H2 13.0 4.81 (2.03)

1.0 4.91 (2.14)

H4–2 kHz 21.0 5.97 (2.52)

9.0 5.64 (2.61)

H4–2 kHz H2–H4 11.5 4.24 (2.01)

2.5 4.41 (2.63)

2 kHz–5 kHz 36.0 6.31 (2.51)

0.0 5.29 (2.09)

2 kHz–5 kHz H4–2 kHz 21.0 23.81 (4.02)

0.0 14.87 (6.20)
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difference between the two stimuli, then the difference was

increased by 0.5 dB (or 1.0 dB for stimuli where

2 kHz–5 kHz were varied). The run continued until 12 rever-

sals were obtained, and the JND for each listener and block

was calculated by averaging the difference between the

standard and test stimuli for the last 8 reversals. This proce-

dure identifies the spectral slope value for which the listener

could correctly distinguish the target and test stimuli 70.7%

of the time (Levitt, 1971).

B. Results and discussion

The JNDs for each spectral component are shown in

Table IV. A one-way analysis of variance (ANOVA) indi-

cated that the value of H2–H4 (high vs low) did not signifi-

cantly affect the JND for H1–H2 [F(1,25)¼ 0.22, p> 0.05,

g2¼ 0.10]. Neither the slope of H1–H2 nor H4–2 kHz signif-

icantly altered the JND for H2–H4 [F(3,55)¼ 0.63, p> 0.05,

g2¼ 0.07], and neither the slope of H2–H4 nor 2 kHz–5 kHz

significantly altered the JND for H4–2 kHz [F(3,55)¼ 2.50,

p> 0.05, g2¼ 0.24].

For 2 kHz–5 kHz, 10 of the 15 listeners did not detect a

difference in slope of 30 dB (the largest examined) between

stimuli, and one listener reported hearing a difference

between every pair of stimuli, so that JNDs could not be esti-

mated. In these cases, we replaced “No JND” responses with

either 30 dB (where listeners consistently heard no differen-

ces) or 1 dB (where the listener consistently heard a differ-

ence). A subsequent one-way ANOVA showed a significant

effect of H4–2 kHz on sensitivity to changes in 2 kHz–5 kHz

[F(1,18)¼ 44.90, p< 0.05]. A steep H4–2 kHz resulted in a

significantly higher JND for 2 kHz–5 kHz than a flat profile

of H4–2 kHz.

These results indicate that the parameters of the spectral

source model are perceptually independent of adjacent

model parameters, with the exception of 2 kHz–5 kHz. The

interaction between H4–2 kHz and 2 kHz–5 kHz is difficult

to interpret given the known interaction (described below)

between spectral noise levels and listeners’ sensitivity to

changes in source spectral slope in the range from 2 kHz to

5 kHz. Experiment 3 examined the perceptual interactions

among these parameters in greater detail.

IV. EXPERIMENT 3: LISTENER SENSITIVITY TO
2 kHz–5 kHz AS A FUNCTION OF NHR

Previous studies (Kreiman and Gerratt, 2005, 2012)

have shown that perception of changes in the harmonic

source spectral slope from the second harmonic to the har-

monic nearest 5 kHz (H2–5 kHz) depended on NHR, on the

harmonic source spectral slope, and on the shape of the noise

spectrum: JNDs increased when spectra rolled off steeply,

with this effect in turn depending on NHR level and spectral

shape. (See also Shrivastav and Sapienza, 2003, 2006;

Shrivastav and Camacho, 2010, for similar results derived

from perceptual modeling of breathy voice quality.)

However, the source spectral model used in those studies dif-

fered from the current one in the detail with which the higher

frequencies were modeled (H2–5 kHz, vs H4–2 kHz and

2 kHz–5 kHz). Further, no associations between H4–2 kHz or

2 kHz–5 kHz and the NHR were found in experiment 1. This

experiment extends our previous findings to the current har-

monic source model and seeks to resolve the discrepancy in

the results.

A. Method

The task was the same as in experiment 2. Fifteen listen-

ers recruited from UCLA (12 female, mean age¼ 27.7 yr,

SD¼ 5.9) participated. None of these listeners participated

in experiment 2. All reported normal hearing. They were

compensated for their time.

The stimuli in experiment 3 had the same values of

2 kHz–5 kHz as in the previous experiment (30 values varying

by 1 dB increments). H4–2 kHz was held constant at 21 dB or

9 dB, and the other two component slopes were held constant

at the values used in the previous experiment. NHR was

increased to�10 dB (vs �29.7 dB in experiment 2).

B. Results and discussion

Detecting changes in high-frequency spectral slope in

the context of high noise levels proved very difficult for lis-

teners. When H4–2 kHz was set at 21 dB, 7 of the 15 partici-

pants did not converge on a JND for 2 kHz–5 kHz; and when

H4–2 kHz was set at the flatter level of 9 dB, 9 of the 15 par-

ticipants did not converge on a JND for 2 kHz–5 kHz.

These data were next combined with the JND data for

2 kHz–5 kHz from experiment 2. As before, a JND of 30 dB

was assigned when listeners did not perceive a difference

between stimuli that differed by this amount. Two-way

between-subjects ANOVA examined the effects of NHR

(high vs low) and H4–2 kHz slope (steep vs flat) and their

interaction on JNDs for 2 kHz–5 kHz. Results revealed sig-

nificant main effects of NHR [F(1,59)¼ 5.11, p< 0.05, par-

tial g2¼ 0.12] and H4–2 kHz [F(1,59)¼ 4.09, p< 0.05,

partial g2¼ 0.12], along with a significant interaction

between NHR and H4–2 kHz [F(1,59)¼ 9.64, p< 0.01, par-

tial g2¼ 0.35] (Fig. 2). Tukey pairwise comparisons revealed

FIG. 2. Mean JND for 2 kHz–5 kHz as a function of H4–2 kHz slope and

NHR.
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that NHR only affected JNDs for 2 kHz–5 kHz when

H4–2 kHz was flat (p< 0.01), and the slope of H4–2 kHz

only affected the JND for 2 kHz–5 kHz when noise was low

(p< 0.01; experiment 2).

These results are largely consistent with previous find-

ings: changes in high-frequency spectral slope were harder

to hear in the context of a large NHR than in the context of a

low NHR, whether this slope parameter was defined as

H2–5 kHz or as 2 kHz–5 kHz. However, this effect is medi-

ated by the spectral slope from H4–2 kHz: when H4–2 kHz

was relatively flat, JNDs for 2 kHz–5 kHz were smaller

but dependent on spectral noise level, while a relatively

steeply falling H4–2 kHz corresponded to higher JNDs for

2 kHz–5 kHz, regardless of noise level. Put another way,

when H4–2 kHz is relatively flat, either changes in spectral

slope or in noise levels will have an influence on voice qual-

ity, but when H4–2 kHz falls off more steeply, changes to

frequencies above 2 kHz are relatively unimportant

perceptually.

V. GENERAL DISCUSSION

The voice source spectrum can be partitioned in an infi-

nite number of ways, of course, and many measures have

previously been devised to quantify perceptually important

spectral attributes (although, to our knowledge, no other psy-

choacoustic model of overall voice quality has been pro-

posed). For example, authors have proposed measures of the

deviation of the empirical source slope from an “ideal” slope

in different frequency bands (typically, four bands, each

1 kHz wide, from 0 to 4 kHz; Sundberg and Gauffin, 1979;

N�ı Chasaide and Gobl, 1997), along with measures of the

amplitude of H1 relative to that of the first and/or second

formant (H1–A1 or H1–A2; Hanson, 1997), among others

(see Kreiman et al., 2007, for review). With this caveat,

however, the results of the experiments reported here dem-

onstrate that the three parameters modeling the spectral slope

below 2 kHz are relatively independent, both acoustically

and perceptually, and that listeners are approximately

equally sensitive to all parameters. The observed patterns of

trade-off in slope between spectrally adjacent parameters are

consistent with spectral roll-off with increasing frequency.

Further, sensitivity to H1–H2, H2–H4, and H4–2 kHz did

not change as a function of the slope of an adjacent compo-

nent, which suggests that sensitivity to these components is

particularly robust.

Above 2 kHz, parameters are acoustically independent

but listeners’ sensitivity to changes in spectral slope from

2 kHz–5 kHz depends on a complex interaction between

spectral slope, spectral noise levels, and the spectral slope

between H4 and 2 kHz. We interpret this as follows. The

lowest-frequency harmonics of the voice source (H1 through

H4) carry the most information about overall glottal pulse

shape/voice quality (e.g., Fant, 1995), with harmonics above

H4 contributing relatively little information about overall

pulse shape. Thus, perceptual and acoustic independence of

the lowest-frequency harmonics is a sine qua non for a

speaker’s ability to produce a wide range of voice qualities

across utterances and circumstances. Above H4, observed

source spectra form a continuum in shape, with spectra that

are flat from H4–2 kHz and falling from 2 kHz–5 kHz form-

ing one endpoint and those that fall continuously from

H4–5 kHz forming the other. Harmonic energy does not

interact perceptually with spectral noise when spectra fall

continuously (the second endpoint), because JNDs for har-

monic energy levels are already very large in this frequency

range. That is, when the spectral energy levels decrease

steadily across frequencies, little energy is present in the

high frequencies, so even small amounts of noise will form

an effective masker. When the spectrum above H4 remains

relatively flat, the voice has more high-frequency energy

overall, which allows more possibility of interactions with

spectral noise and smaller JNDs overall.

The relative independence of the four spectral parame-

ters is consistent with previous work showing that they func-

tion contrastively to carry linguistic and other information.

For example, listeners of various languages are sensitive to

changes in H1–H2 (Esposito, 2010; Kreiman and Gerratt,

2012; Garellek et al., 2013a), and H1–H2 is also known to

vary according to differences in voice quality (Bickley,

1982; Klatt and Klatt, 1990; Gordon and Ladefoged, 2001).

H2–H4 is related to the perception of pitch location within a

speaker’s range (Bishop and Keating, 2012), and its syn-

thetic manipulation drives changes in the perception of con-

trastive breathy voice in Hmong (Garellek et al., 2013a).

One important limitation of the present study is the use

of a single voice as the frame within which the spectral slope

components and NHR were varied. Because F0 appears to

be a significant predictor of the slope of H1–H2, H2–H4,

and H4–2 kHz, further work is required to determine the

extent to which sensitivity to these component slopes varies

(if it does) as a function of F0, sex, and additional model pa-

rameters. Although NHR was not a significant predictor of

spectral slopes below 2 kHz, it is still possible that the noise

level and/or the slope of the noise spectrum affects sensitiv-

ity to these slope components, and that spectral slope in turn

influences sensitivity to NHR and other model parameters

(Kreiman and Gerratt, 2012).

In conclusion, by modeling voice quality using a rather

small set of perceptible parameters, we define it in a substan-

tively different manner than do traditional paradigms using

rating scales for attributes like roughness or breathiness

(which are unreliable as measurement tools; Kreiman and

Gerratt, 1998). This traditional atheoretical approach has, to

date, failed to elucidate links between acoustics and either

vocal physiology or perceived voice quality. In contrast, our

proposed model specifies direct links between perception of

overall quality and vocal acoustics, which may in turn make

it possible to identify physiological changes that produce

perceptually meaningful acoustic changes during voice pro-

duction. Validation of this model and of this general

approach to quality measurement is thus an important prior-

ity for voice research. In addition to providing a clearer defi-

nition of quality based on psychoacoustics rather than rating

scale opinions, this model may allow a more direct under-

standing and prediction of how changes in vocal physiology

produce an intended vocal quality to which listeners are
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perceptually sensitive, an issue that is particularly important

in the evaluation and treatment of voice disorders.
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1In this paper, “quality” is used in the ANSI (1960) sense of those attributes

that allow listeners to distinguish stimuli that sound different but are equal

in pitch and loudness, and not in the sense of individual facets of quality
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discussion.
2Subsequent experiments have also shown that perceptual modeling

improves when the spectrum between H4 and 5 kHz is modeled in two

pieces.
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